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I. Background and Problem Statement

In England, during the late nineteenth and early twentieth centuries, it was very
common for parents to pay nurses to board and care for their children while they went away
to work.  Some nurses, called “Baby Farmers”, made a very lucrative career of taking in
children, pocketing the money from the parents, and then neglecting the children, who
sometimes died.  Therefore, in 1908, the London County Council (LCC) passed the
“Children Act” which required a nurse to register with the LCC, within 48 hours, each time
she took in a child.  This Act was put into effect on April 1, 1909 and allowed law
enforcement to keep track of the children that each nurse cared for until they turned 7 years
old (when the Act ceased to operate).

The client utilized a set of 1,662 registration cards on paid nurses and the children
they cared for in the archives of the LCC.  Each of these cards contained about 12 fields
pertaining to nurse registration information such as name and address, dates of notification
and retrieval of children, as well as information concerning the child such as date of birth and
the child’s destination upon being transferred from the nurse.

The goal of the client is to find out what the registration cards can tell about the nurses
who took in children, the children being taken in by nurses, instances of “Baby Farming”,
etc.  The client provided the following list of questions and hypotheses whose answers she
thought would be most useful in accomplishing her goal:

Questions
1. How long did nurses remain actively on the register (measured from date of first

registration to removal of last infant)?
2. In the time nurses remained actively on the register, how many addresses did they

have and how often did they leave the district?
3. If we set parameters for a “professional” nurse, such as a nurse who a) took in more

than three children at once; b) remained on the register for longer than five years; or
c) took in fewer than three children at once, but did so more than five times – how
many “professional” nurses are represented in this sample, and how many ”casual”
nurses?

4. How often did nurses actually notify receipt of children within 48 hours of taking the
children in, and how often did they notify receipt after 48 hours of taking the children
in (and thereby breaking the law)?

5. How old on average were the children when they were put out to nurse initially?
6. How long did the children stay out to nurse?
7. Did the same people drop the children off and take them away?
8. How often did children come from relatives, and how often from institutions?  How

often from other nurses?
9. How often did children repeatedly return to the same nurse?
10. How often are the nurses inspected, on average?
11. How often did nurse children die?  When they died, how often were inquests held?

How often were children removed by the LCC?
12. How many nurse children were adopted by their nurses?
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Hypotheses
A. The infant mortality rate of the nurse children is lower than the rate for the population

at large.  As a benchmark, for 1910-1912, the infant mortality rate under one year was
roughly 110 deaths per thousand infants among the general population.  The infant
mortality rate among children placed out to nurse is greater than the mortality rate of
non-infants.

B. The children placed out to nurse were primarily younger than one year old and stayed
with the nurses for periods of less than one year.

C. The majority of children were put out to nurse and retrieved by relatives.
D. The vast majority of nurses can be classified as causal, not professional nurses.
E. The majority of nurses failed to comply with the Act’s notification procedures in the

early years, but in later years they improved.

Several of the questions were directly related to one or more of the hypotheses, so
their analyses are presented together in the Results and Conclusions section.

II. Data

The client provided the consulting group with an Excel spreadsheet containing 4,620 records,
where each record represented the registration of a nurse taking in a child.  Each record
contained information in the following 12 fields:

• Nurse’s registration number
• Name of the nurse
• Number of addresses of the nurse on file with the LCC
• Date nurse notified the LCC of receipt of child
• Last name of the child
• Date of birth of the child
• Date the nurse received the child
• From whom the nurse received the child
• Whether the child was eventually removed from the nurse (R), turned 7 (7), or died

(D)
• Date the child was removed, turned 7, or died
• To whom the child was transferred, or cause of death
• Total number of times a nurse was inspected by the LCC

The spreadsheet contained a total of 1,669 nurses (4,620 records minus 2,951
duplicated nurses) and approximately 4,200 children.

III. Approach

Before we began analyzing the data, we created columns in the Excel file to categorize from
whom the nurse received the child and the outcome of the child upon leaving the nurse.  The
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categorizations listed below were based on suggestions made by the client through
correspondence.

From whom the nurse received the child
• M = Relative (includes mother, father, grandmother, etc.)
• I = Institution (charities, hospitals, workhouses, etc.)
• N = Other nurses
• U = Unknown

Outcome of the child upon leaving the nurse
• M = Relative (includes mother, father, grandmother, etc.)
• I = Institution (charities, hospitals, workhouses, etc.)
• ID = Died while in the institution
• N = Other nurses
• US = Unknown someone
• DI = Death with inquest
• DW = Death without inquest
• 7 = turned 7 years old
• UW = Unknown whereabouts
• A = Adoption

In general, a majority of the analysis required a great deal of manual sorting,
matching, and removal of duplicate nurses and children.  For records meeting the criteria of
the given question, summary statistics were calculated in Excel with the ‘Descriptive
Statistics’ option in the ‘Data Analysis Toolbox’.  The statistics included in these summaries
are:

• Mean = the average of all data values included in the calculation
• Median = the number in the middle of the data (i.e. half of the data values are

greater than the median and half are less than the median)
• Mode = the most frequently repeated value in the data
• Standard Deviation = a measure of how widely values are dispersed from the

mean
• Range = the difference between the largest and smallest data values
• Minimum = the smallest data value
• Maximum = the largest data value
• Count = the total number of values included in the calculations of the above

statistics

Histograms were constructed with the chart options in Excel to visually display
various counts and percentages that represent the data.  For several of the questions, the
client specifically requested histograms of the data created using quartiles.  In these
instances, the data was split into quartiles and graphed so that it could easily be seen that
25% of the valid entries were at or below a specific number, then 50% were at or below
another number, etc.  Note that the 50-percentile number is the same as the median calculated
in the summary statistics.
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Z-test for Proportions and Means:
Many of the questions were concerned with the behavior of the children put out to

nurse or the nurses themselves.  For example, Hypothesis C suggests that the majority of
children put out to nurse were retrieved by relatives.  Hypothesis B suggests that children that
were placed out to nurse were primarily less than one year old.  These types of questions
were analyzed using a z-test for proportions and a z-test for sample means, respectively.
The z-test for proportions considers the number of successes; in the case of Hypothesis C a
child being retrieved by a relative would be considered a success.  The number of successes
divided by the total number of children put out to nurse would be the sample proportion,
whose distribution is approximately normal when the sample size is large.  The proportion of
successes is then tested against the null hypothesis that the population proportion is < 0.5,
since the question concerns the majority of children.  Similarly, for Hypothesis B, the
average age of the children being put out to nurse is tested against the null hypothesis that the
average age is ≥ one year using a z-test for sample means.

The z-test statistic for proportions (used for Hypotheses A, C, and D) can be
computed as follows, where ‘p’hat is the computed sample proportion, pHo is the
hypothesized proportion, and n is the total number of observations in the sample:

(‘p’hat - pHo) / n / pHo)] - 1(*pHo[

The z-test statistic for proportion comparison (used for Hypothesis A) can be
computed as follows, where ‘p’hat1 and ‘p’hat2 are the computed proportions for sample 1
and sample 2 respectively, and n1 and n2 are the total number of observations in sample 1
and sample 2 respectively:

(‘p’hat1 – ‘p’hat2) / ]}2/)]2''1(*2'{['}1/)]1''1(*1'{[' nhatphatpnhatphatp -+-

The z-test statistic for sample means (used for Hypothesis B) can be computed as
follows, where xbar is the sample mean, m is the hypothesized mean, s is the sample standard
deviation, and n is the total number of observations in the sample:

(xbar - m) / (s  / n )

Analysis of variance (ANOVA) is used to test for a significant difference between
levels of the factor of interest.  In the context of this paper, the factor of interest is time, and
the groups are determined by year.  (See Hypothesis E in Results and Conclusions.)  The null
hypothesis is that the levels of the factor are equal with the alternative hypothesis being that
the mean of at least one level is different.  Analysis of variance tests to determine if the
observed differences in the means are due to chance variation among the data or whether the
differences are statistically significant.  The variance between the groups is compared to the
variance within the groups, and if the ratio is large enough, the difference between the groups
is considered statistically significant.  The assumptions inferred are that the data are
approximately normally distributed and have constant variance across the groups.
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To test if there is a significant difference between specific groups when a one-way
ANOVA indicates an overall difference, simultaneous contrasts can be set up between
groups.  There are several tests for simultaneous contrasts between groups.   Scheffe’s
Method is customarily used to test for a significant difference in response between groups of
unequal sample size (see Hypothesis E in Results and Conclusions).

The following paragraphs describe the approaches to analyzing specific questions and
hypotheses.

To determine how long nurses remained actively on the register, the nurses’ initial
dates of registration and final removal dates (considering all children taken in by the nurse)
were identified.  If there were blank dates for either of those, the nurse was removed from the
set.  Incomplete dates were handled in one of two ways:

• If the incomplete dates seemed to be either the first date of registration or the last
date of removal the nurse was removed.

• If the incomplete date was clearly not the first date of registration or the last date
of removal, and these were not blank dates, then the nurse remained in the data set
and the length of time on the register was determined by the difference between
the first date of registration and the last date of removal.

To determine how many addresses the nurses had, it was first concluded, through
correspondence with the client, that if a nurse had for example; ‘1,R’ in the original Excel
column containing the ‘Number of addresses of the nurse on file’, the nurse actually had 2
addresses; the second being unknown to the LCC.  A new column was inserted into the Excel
file, which contained the number of addresses of each nurse in the original column if the
original data record did not contain an ‘R’ and added one to the number of addresses in the
original data if the original data record did contain an ‘R’.  The ‘R’ represents the nurse
leaving the district.  Summary statistics were then computed on the new address count.

To determine how often nurses actually notified the LCC within 48 hours of receipt
of a child (and thereby coinciding with the law), the date of notification was subtracted from
the date of receipt of the child for 1,516 of the 4,620 records.  If the length of time (in days)
was greater than or equal to -2, the nurse had received the child legally.  Many entries had to
be removed because nurses had received some children prior to April 1, 1909, the date the act
was put into effect.  The data included in the summary statistics presented in the Results and
Conclusions section of the report have complete dates of receipt and notification that are both
either on or after April 1, 1909.

To determine how old the children were when they were initially put out to nurse, the
date of birth for each child was subtracted from the date each child was initially received by a
nurse.  3,520 children in the data file were included in the sample.  This number was based
on removing children who had been put out to nurse more than once, with special attention
paid to the assumption that there were 28 sets of twins.  A child was determined to be a
duplicate entry if he/she had the same last name, same birthday, and was put out to nurse
after being removed from a nurse previously.  In addition to the removal of duplicate
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children, who sometimes went back to the same nurse and other times to a different nurse,
children with incomplete or missing data were also removed.  With this sample, we
calculated the age children were initially put out to nurse in both days and years.  To perform
further analyses, possible outliers were identified if the values were more than three standard
deviations from the mean, resulting in 3,434 remaining observations.  A Z-test for sample
means was conducted on the hypotheses Ho:  mean < 365 vs. HA:  mean > 365 (since the
average age from the sample, as shown in the Results and Conclusions section, was greater
than one year).

All records in the dataset, minus those whose dates of receipt or removal were
missing or incomplete, were used to determine how long the children stayed out to nurse.  A
total of 86.54% of the entries contained complete data (3,998/4,620).  Again, to perform
further analyses, possible outliers were identified if the values were more than three standard
deviations from the mean, resulting in 3,991 observations.  A Z-test for sample means was
conducted on the hypotheses Ho:  mean < 365 vs. HA:  mean > 365 (since the average length
of time children stayed out to nurse from the revised sample, as shown in the Results and
Conclusions section, was greater than one year).

When determining how often children repeatedly returned to the same nurse, the
approach was taken that a child was considered to have been transferred from and then
returned back to the same nurse ‘once’ if he/she had two records; both containing the same
name of the nurse, same last name of the child, same date of birth of the child, and dates
received-dates transferred that made sense in both records together (e.g. the date received-
date transferred for the first record could be January 5, 1905-March 7, 1909 and the date
received-date transferred for the second record could be March 19, 1909-March 27,1909).

To determine the infant mortality rate of children taken in by nurses, valid data
records were compiled by removing all records with a classification of “Unknown
Whereabouts” at removal date, duplicate records, and records with invalid or nonsensical
dates of birth or dates removed.  The total number of remaining records was 3,267 children.
Of these 3,267 children, 137 were considered infants at death (< 365 days old) with death
classified as “Death With Inquest”, “Death Without Inquest”, and “Institution Died”.

To determine if nurses failed to comply with the Act’s notification procedures in the
early years, improving performance in later years, two approaches were taken.

i)  Initial Ho:  response2 – response 1 < -2 vs. HA:  response2 – response1 > -2.

The nurses were considered on an individual basis.  For nurses with more than
one child on record, their initial response times were compared with their final
response times.  There were 390 observations after data cleaning.  After
removing outliers exceeding the mean +/- 3*standard deviation there were 374
observations.  The mean time difference was -9 with a standard deviation of
120.4.  Since the original hypothesis no longer makes sense due to the
observed mean of -9, the new hypotheses are Ho:  response2 - response1 ≥ -2
vs. HA:  response2 – response1 < -2.
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ii) The nurses were considered as a group, and their response time looked at over
6 classifications of years.  An ANOVA was performed to determine if the
overall response time is significantly different from one year to the next.

IV. Results and Conclusions

The following results and conclusions are based on the approaches described in the previous
section of the report.

Question 1) How long did nurses actively remain on the register?
Out of the total number of nurses (1,669), we were able to calculate the length of time

on the LCC register for 1,256 of them.  This is 75.25% of the total nurses in the sample.  The
length of time was calculated in both days and years.  Summary statistics for the length of
time nurses were on the LCC register are listed below.

Length of registry for nurses
(in days)

length of registry for nurses
(in years)

Mean 1158.90207 Mean 3.172901
Median 542.5 Median 1.485284
Mode 1 Mode 0.002738
Standard
Deviation 1452.467742

Standard
Deviation 3.97664

Range 7819 Range 21.40726
Minimum 0 Minimum 0
Maximum 7819 Maximum 21.40726
Count 1256 Count 1256

According to the following histogram, 25% of the nurses remained on the register up
to 111 days, 50% remained on the register up to 542.5 days, 75% remained on the register up
to 1,800.8 days and 100% remained on the register up to 7,819 days.



9

Length of Time Nurses were on Registry

542.5

1800.8

7819.0

111.0
0

1000

2000

3000

4000

5000

6000

7000

8000

25% 50% 75% 100%

quartiles

d
ay

s

Question 2) How many addresses did the nurses have and how often did they leave the
district?

A total of 236 nurses left the district.  This is 14.17% of the nurses for which we have
data.  We have complete data on the number of addresses on file with the LCC for 1,665
nurses.  The other four were blank or contained question marks or other nonsensical data (in
one case a date).  The results of the summary statistics are as follows:

number of addresses ( with 1 added
for ‘R’)

Mean 2.031831832
Median 2
Mode 1
Standard
Deviation 1.476440161
Range 12
Minimum 1
Maximum 13
Count 1665

According to the following histogram, 25% of the nurses had up to 1 address on file
with the LCC, 50% had up to 2 addresses, 75% had up to 2 addresses, and 100% had up to 13
addresses.
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Question 3) How many nurses are “professional” vs. “casual”?
Using the parameters of a “professional” nurse set in the Background and Problem

Statement section of this report, it was determined that 26.30% of our sample of nurses could
be considered “professional” nurses.  The other 73.70% of the sample could be considered
“casual” nurses.  These percentages are based on the 1,669 total nurses in our dataset.  The
following histogram visually displays the percentages previously presented.
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Hypothesis D) The majority of nurses can be classified as “casual”.
A Z-test for proportions was calculated to test the hypothesis that a majority of the

nurses could be classified as casual.  Since the proportion of “casual” nurses is greater than
50%, the Z-test was conducted using Ho: p £ 50% versus HA: p > 50%.  The resulting Z-
statistic was 21.94 with a corresponding p-value of <0.0001.  This indicates that the number
of nurses classified as “casual” is significantly greater than 50%.

Question 4) How often did nurses notify receipt of the children legally vs. illegally?
32.81% of the total number of records (4,620) was used to determine how often

nurses actually notified the LCC within 48 hours of receipt of a child, once the act was put
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into effect on April 1, 1909.  Summary statistics for the length of time (in days) between
receipt and notification of a child are listed below.

Time between receipt and
notification
 (after law was put into
operation)

Mean -4.85686016
Median -2
Mode 0
Standard
Deviation 149.9245309
Range 5111
Minimum -3287
Maximum 1824
Count 1516

Of the 1,516 records included in the above statistics, 743 represent illegal
notification, where the nurse notified the LCC after 48 hours of receipt of a child.  773
represent legal notification, where the nurse notified the LCC within 48 hours of receipt of a
child.  The following histogram visually displays these counts.
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Question 5) How old were babies when they were initially put out to nurse?
A sample of children was produced from the dataset to determine how old the

children were when they were initially put out to nurse.  Summary statistics, provided in both
days and years, of the age of the children are presented in the table below.  Note:  the mode
of 13 days appears 57 times in the sample.
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age of babies when put out
to nurse for the first time (in
days)

age of babies when put out
to nurse for the first time (in
years)

Mean 423.8460227 Mean 1.160427
Median 151.5 Median 0.414784
Mode 13 Mode 0.035592
Standard
Deviation 569.3044261

Standard
Deviation 1.558671

Range 5283 Range 14.46407
Minimum 0 Minimum 0
Maximum 5283 Maximum 14.46407
Count 3520 Count 3520

According to the following histogram, 25% of the children were up to 44 days old
when they were initially put out to nurse, 50% were up to 151.5 days old, 75% were up to
577.25 days old, and 100% were up to 5,283 days old.
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Hypothesis B) Children initially placed out to nurse were primarily less than one year old.
The average age of the children when they were initially put out to nurse, once

outliers were removed, was calculated to be 383 days with a standard deviation of 501 days
for a trimmed sample of 3,434.  The hypothesis test conducted on the sample mean of 383
days versus the population mean of 365 days resulted in a Z-statistic of 2.105 with a
corresponding p-value of 0.0175.  Therefore, we can conclude the average age of children
when initially put out to nurse was greater than one year.  See the following histogram of
trimmed sample for empirical distribution.
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Question 6) How long did children stay out to nurse?
Summary statistics, based on 86.54% of the records are provided below for the length

of time children stayed out to nurse (in both days and years).

length of time children out to
nurse
(in days)

length of time children out to
nurse
(in years)

Mean 485.6908454 Mean 1.329749
Median 172 Median 0.47091
Mode 14 Mode 0.03833
Standard
Deviation 698.2697849

Standard
Deviation 1.911758

Range 4578 Range 12.53388
Minimum 0 Minimum 0
Maximum 4578 Maximum 12.53388
Count 3998 Count 3998

According to the following histogram, 25% of the children were out to nurse for up to
53 days, 50% were out to nurse for up to 172 days, 75% were out to nurse for up to 573.75
days, and 100% were out to nurse for up to 4,578 days.
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Length of Time Children Were Out to Nurse
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Hypothesis B) Children stayed with the nurses for less than one year.
The average length of time the children stayed out to nurse, once outliers were

removed, was calculated to be 481 days with a standard deviation of 689 days.  The
hypothesis test conducted on the sample mean of 481 days versus the population mean of 365
days resulted in a Z-statistic of 10.63 with a corresponding p-value of <0.001.  Therefore, we
can conclude the average length of time children stayed out to nurse was greater than one
year.  See the following histogram of trimmed sample for empirical distribution.
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Question 7) Did the same people drop off and retrieve the children?
39.55% of the 4,620 total data records indicated children were both dropped off (to

the nurse) and picked up (from the nurse) either by a relative, the same nurse, the same
institution, or the same unknown person.  In 35.19% of the total cases the child was both
dropped off and picked up by a relative (note: we did not specify whether the relative was the
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mother, father, aunt, etc.).  In 0.28% of the total cases, the child was both dropped off and
picked up by the same nurse.  In 2.71% of the total cases, the child was both dropped off and
picked up by the same institution.  In 1.36% of the total cases, the child was both dropped off
and picked up by the same unknown person.  The following histogram visually displays the
percentages previously presented.
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Question 8) Distribution of where children originally came from.
We calculated the number of children who came from relatives, institutions, and other

nurses from our categorizations described in the first part of the Approach section.  The table
presented below displays the counts and percentages, with respect to the total number of
records in the dataset, of each category.  It was concluded that for 77.23% of the records,
nurses received the children from relatives, 7.94% from institutions, 2.34% from other
nurses, and 12.49% were received from people we were unable to classify (i.e. unknowns).

Category Count
Percentage
(of 4,620)

M = Relative 3568 77.23%
I = Institution 367 7.94%
N = Other
Nurses 108 2.34%
U =
Unknown 577 12.49%

The following histogram visually displays the counts presented in the previous table.
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Where Children Were Received From
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Questions 11) & 12) How often did nurse children die?  When they died, how often were
inquests held?  How often were children removed by the LCC?  How many nurse children
were adopted by their nurses?

In the first step of the Approach section we described 11 different categorizations of
the outcome of the children upon leaving the nurse.  The following table displays the counts
and percentages of each category, with respect to the total number of records in the dataset.
It was concluded that for 40.09% of the records, children were retrieved by relatives, 13.51%
were retrieved by an institution, 0.93% were retrieved by an institution and then died shortly
after, 4.68% were retrieved by other nurses, 19.76% were retrieved by people we were
unable to classify (i.e. unknowns), 0.43% of the children died with an inquest, 3.10% died
without an inquest, 11.73% turned 7 years old and therefore were no longer susceptible to the
Act, 4.57% went to places unknown to us (e.g. contained check or questions marks), 0.56%
were adopted either by a nurse or family, and 0.65% were removed by the LCC.

Category Label Count
Percentage
(of 4,620)

Relative M 1852 40.09%
Institution I 624 13.51%
Institution-died ID 43 0.93%
Other Nurses N 216 4.68%
Unknown someone US 913 19.76%
Death w/ inquest DI 20 0.43%
Death w/out inquest DW 143 3.10%
Turn 7 years old 7 542 11.73%
Unknown
whereabouts UW 211 4.57%
Adoption A 26 0.56%
Removed by LCC R 30 0.65%
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The following histogram visually displays the counts presented in the previous table.
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A total of 206 deaths were recorded among the children in our data set.  20.87%
(43/206) were recorded shortly after being taken in by an institution, 9.71% (20/206) were
recorded and held with inquest while the children were with the nurse, and 69.42% (143/206)
were recorded and held without inquest while the children were with the nurse.  The total
number of deaths that were recorded while the children were with the nurse is 163.  12.27%
of the 163 were deaths of children held with inquests.  87.73% of the 163 were deaths of
children held without inquests.

131 of the 211 records of children whose whereabouts were unknown, resulted from
nurses who moved from the district so that the LCC was unable to find them.  That accounts
for 62% of the cases for which the whereabouts of the child were unknown.

Hypothesis C) The majority of children were put out to nurse and retrieved by relatives.
This was broken into three hypotheses.
i) The majority of children were put out to nurse by relatives.
ii) The majority of children put out to nurse were retrieved by relatives.
iii) The majority of children who were actually retrieved were retrieved by

relatives.

i) Using results from Question 8 that indicated 77.23% of children put out to
nurse were put out by relatives, a Z-test for proportions was conducted.  The
resulting Z-statistic was 44.14 which corresponds to a p-value of <0.0001.
This indicates that the proportion of children put out to nurse by relatives is
significantly greater than 50%.
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ii) Using results from Questions 11 & 12, the analysis indicated that 40.1% of
children put out to nurse were retrieved by relatives.  Due to the proportion
being less than 50%, the test was conducted using Ho:  p > 50% vs. HA:  p <
50%.  A Z-test for proportions was calculated, and the resulting Z-statistic was
-13.73 with a corresponding p-value of <0.001.  This indicates that
significantly less than 50% of the children put out to nurse were retrieved by
relatives.

iii) There were 3,704 children actually retrieved (i.e., did not die with or without
inquest, turn 7 years old, or have unknown whereabouts), of which 1,852 were
retrieved by relatives, a sample proportion of .5.  From these results, we
cannot show that a statistically significant majority of the children actually
retrieved were retrieved by relatives.  This may be due in part to the 913
children retrieved by an unknown someone who may or may not have been a
relative.

Question 9) How often did children repeatedly return to the same nurse?
A handful of the children who were taken in by nurses were transferred from the

nurse, but were returned to the same nurse a few days, months, or years later.  To be more
specific, approximately 5.90% (248/4200) of the children returned to the same nurse at least
once, 0.83% (35/4200) returned to the same nurse at least twice, 0.21% (9/4200) returned to
the same nurse at least three times, 0.02% (1/4200) returned to the same nurse at least four
times and at least five times, and 0% returned to the same nurse greater than five times.
Note:  the 35 children who returned twice are included in the 248, and the 9 children who
returned three times are included in the 35, and so on.  The following histogram visually
displays the counts previously presented.
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Question 10) How often are the nurses inspected, on average?
1,664 of the 1,669 total nurses in the data set were used to determine how often the

nurses were inspected.  Five nurses had to be removed due to missing or incomplete data.
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Summary statistics based on 99.7% of the nurses represented in the data are presented in the
table below.

Number of inspections

Mean 15.40144231
Median 7
Mode 3
Standard
Deviation 23.83572558
Range 376
Minimum 0
Maximum 376
Count 1664

Hypothesis A) The infant mortality rate of children taken in by nurses is lower than the rate
for the general population.  The infant mortality rate of children put out to nurse is
significantly higher than the mortality rate for non-infants put out to nurse.

The total number of infant deaths was determined to be 137, which was 4.2% of the
total number of children in the sample (3,267).  A Z-test for significance was conducted on
the hypotheses Ho:  p ≥ .11 vs. HA:  p < .11, which uses a rate for the general population of
110 infant deaths per 1000 children.  The resulting Z-statistic was 6.477 with a p-value of
<0.001, indicating the rate of infant mortality for children put out to nurse is significantly less
than the rate of infant mortality for the general population.

The total number of child deaths over the age of one year was 46, yielding a sample
proportion of 1.41%.  This proportion was tested against 4.2%, the proportion of infant
deaths.  The corresponding z-statistic was 14.09 with a p-value of <0.001 indicating that the
infant mortality rate was significantly higher than the mortality rate for children over one
year.

Hypothesis E) Nurses failed to comply with the Act’s notification procedures in the early
years, but in later years performance improved.

This analysis was conducted in two ways.
i)  When nurses were considered on an individual basis, the hypotheses

considered were Ho:  response2 - response1 ≥ -2 vs. HA:  response2 –
response1 < -2 (see Approach section for details).  The resulting Z-statistic
was -1.12, which clearly does not indicate a significant decrease in response
time.  The overall conclusion is that nurses’ response time did not improve
over time.

ii) When nurses were considered as a group, their response time was looked at
over the 6 classifications of years displayed in the following table.  The results
of the ANOVA analyses, performed to determine if the overall response time
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is significantly different from one year to the next, are stated throughout the
following pages.

Group A B C D E F G
Years 1909 1910 1911 1912 1913-14 1915-17 1918-27
Size 204 65 204 220 243 257 343

Anova For Main Effect Of Group On Report Time Difference

summary(aov.diff) Df  Sum of Sq  Mean Sq  F Value     Pr(F)
Group     6    301810 50301.62 1.517133 0.1687075
Residuals 1529  50695093 33155.72

The ANOVA does not indicate a significant group effect with an F-Value of 1.5171, so
diagnostics were run on the data.

Residual Plot

re
s

0 500 1000 1500

-3
00

0
-2

00
0

-1
00

0
0

10
00

20
00



21

Q-Q Norm

Quantiles of Standard Normal

re
s

-2 0 2

-3
00

0
-2

00
0

-1
00

0
0

10
00

20
00

The qqnorm plot shows several outliers.  Therefore, the data was trimmed according to
outliers greater than the absolute value of the mean +/- 3*standard deviation (stdev).
Mean:  -2.749349
Stdev: 182.2711
Outliers are flagged between >  -549.5626 and 544.064.

The ANOVA is re-run.
summary(aov.diffb) Df Sum of Sq  Mean Sq  F Value Pr(F)

Groupb    6 442842 73807.01 18.55167     0
Residuals 1509  6003490  3978.46

The group effect is significant with an F-Value of 18.5517 so model diagnostics were run on
the trimmed data.
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Since the data does not appear normally distributed due to the non-linear nature of the
qqnorm plot, a transformation was considered.  Since there are many values of 0, a log-
transform was not possible, nor was a square root transform due to the need to preserve the
negative values.  Thus, a root-3 transform was performed.  The ANOVA and model
diagnostics were run a third time, this time on the transformed data.

summary(aov.diffc) Df Sum of Sq  Mean Sq  F Value Pr(F)
Groupc    6   696.301 116.0501 35.44684     0
Residuals 1509  4940.343   3.2739
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The normality assumption of the transformed data appears more reasonable, due to the
somewhat linear nature of the qqnorm plot.  Also note that the ranges of the residuals and
qqnorm plot are significantly reduced, indicating a much better fit of the transformed model
to the data.

Since the F-Value is 35, the difference in year groups is obviously significant.  However, the
summary stats do not indicate that performance gets better over time as hypothesized.  Note
that the group mean for the year 1910 (Group B) is the only positive group mean, 2.19.  This
indicates that performance got better initially after the law was passed, but reverted back to a
negative response time for the remaining years.

*** Summary Statistics for data in:  CubedRoot ***
grpc:A         diffc
     Min: -4.6415888
    Mean: -0.7799928
     Max:  8.0259574
   NA's :  0.0000000
Std Dev.:  2.1001603
-------------------------------------------------------------------------------
grpc:B        diffc
     Min: -7.910460
    Mean:  2.191689
     Max:  6.796884
   NA's :  0.000000
Std Dev.:  3.656182
-------------------------------------------------------------------------------
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grpc:C        diffc
     Min: -7.159599
    Mean: -1.119082
     Max:  7.120367
   NA's :  0.000000
Std Dev.:  1.559012
-------------------------------------------------------------------------------
grpc:D        diffc
     Min: -3.332222
    Mean: -1.096982
     Max:  7.153090
   NA's :  0.000000
Std Dev.:  1.527959
-------------------------------------------------------------------------------
grpc:E        diffc
     Min: -6.723951
    Mean: -1.078099
     Max:  7.159599
   NA's :  0.000000
Std Dev.:  1.896407
-------------------------------------------------------------------------------
grpc:F        diffc
     Min: -7.611663
    Mean: -1.338905
     Max:  6.931301
   NA's :  0.000000
Std Dev.:  1.542628
-------------------------------------------------------------------------------
grpc:G        diffc
     Min: -7.802454
    Mean: -1.173604
     Max:  6.197154
   NA's :  0.000000
Std Dev.:  1.517501

Simultaneous confidence intervals were constructed for the differences between the
groups using Scheffe’s method.

Groups   Estimate Std.Error Lower Bound Upper Bound
A-B  -2.9700     0.261     -3.9000      -2.040 ****
A-C   0.3390     0.180     -0.3020       0.980
A-D   0.3170     0.177     -0.3130       0.947
A-E   0.2980     0.173     -0.3180       0.914
A-F   0.5590     0.171     -0.0495       1.170
A-G   0.3940     0.161     -0.1790       0.966
B-C   3.3100     0.261      2.3800       4.240 ****
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B-D   3.2900     0.259      2.3700       4.210 ****
B-E   3.2700     0.256      2.3600       4.180 ****
B-F   3.5300     0.255      2.6300       4.440 ****
B-G   3.3700     0.248      2.4800       4.250 ****
C-D  -0.0221     0.177     -0.6500       0.606
C-E  -0.0410     0.173     -0.6550       0.573
C-F   0.2200     0.170     -0.3860       0.826
C-G   0.0545     0.160     -0.5150       0.625
D-E  -0.0189     0.170     -0.6220       0.584
D-F   0.2420     0.167     -0.3530       0.837
D-G   0.0766     0.157     -0.4820       0.635
E-F   0.2610     0.163     -0.3190       0.841
E-G   0.0955    0.153     -0.4470      0.638
F-G  -0.1650     0.150     -0.6990       0.368

Scheffe’s method indicates that Group B, representing year 1910, shows a significant
difference in the mean response time from each of the other groups (represented by ****).
This indicates that response times were significantly better for the year 1910 than for any of
the other years.  The following plot provides a visual representation of the confidence
intervals previously listed.
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response variable: time

Sources of Error  Throughout the analysis, several possible sources of error were noted.
Due to the size of the data set and the source of the data itself, there were several different
possibilities for error with the data entry.  Paper cards that were almost one hundred years old
provided the data.  Many were decayed, illegible, and had incomplete entries.  Throughout



26

the analysis, questions relied on data from one or more fields, and if the field had incomplete
or missing data, that entire observation was deleted from the analysis for that particular
question.  Thus many of the counts of the number of children or length of time the nurse was
on record vary from question to question, depending on the amount of complete data
provided for the set of criteria pertaining to that particular question.
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